
Hello and welcome to the short computer based training, how to plot temperature data using IDL. 

In this short training module we will learn how to take a well-organized ascii file from raw text and turn 

it into a meaningful plot depicting the 3-month average temperature in Boulder, Colorado from 1899 

through 2015. We will retrieve this text file from a NASA Monthly Weather Station to build a plot 

detailing the 3-month average temperature for the months of March, April and May found at this 

specific ground station. This training will be working with the programming language IDL, the Interactive 

Data Language. The training assumes a basic understanding of computer science, but does not require 

previous knowledge of IDL. If you would like to follow along on your own machine you will need a copy 

of IDL, view our website, www.harrisgeospatial.com and contact a sales representative to get a copy of 

IDL. 

1. The first step will be to go find our data. 

2. http://data.giss.nasa.gov/gistemp/ NASA compiles weather data collected at hundreds of 

stations around the US annually and we will just be viewing the data from one of these stations. 

Note that there are many other data types available through publicly funded research 

institutions such as NASA that can easily be ingested and analyzed in IDL. IDL has a long history 

of working with scientific data formats, as well as many other data types, and if you would like 

more information then please attend one of our training courses held in Boulder, Colorado or 

Washington, DC. You can find the course schedule here - 

http://www.cvent.com/EVENTS/Calendar/Calendar.aspx?cal=5cbbed1f-fb67-4503-a8e8-

3d73644cf64d . If you can’t make it to a class then just check out the manuals and tutorials we 

offer  by visiting our training page - 

http://www.exelisvis.com/Learn/Training/IDLCourseDescriptions.aspx  

3. http://data.giss.nasa.gov/gistemp/station_data/  You can search a number of US cities and 

towns simply by entering the name and selecting search, we will be getting data from the one 

station listed for Boulder. This station starting collecting data in 1899 and has data through 

2015, the station ID is 425000508480. 

4. If you select the station name hyperlink you will be brought to a new page with a graph similar 

to the one we will produce at the end of the training. We need to download this data as a text 

file that we will then ingest into IDL. Take a bit of time to look at the graph here – we can see 

our temperature data is in degrees Celsius and ranges from 8 to 12 degrees. There appears to be 

large variability in the dataset, which should make sense for anyone who has spent a good 

amount of time in the front range of Colorado. 

5. After examining the graph we single click on the text ‘monthly data as text’ and we can view the 

monthly temperature data in a new webpage. Take some time to review this data; first you 

should notice the column headers that seem to have text ‘tags’ or ‘keys’ that help to keep the 

data organized, you should also notice some “bad values” or “no data values” indicated by the 

value 999.9. This value is common in old weather station data and can either mean they didn’t 

collect data for that month, it was lost, or any other assortment of reasons resulting in no data 

available at that time. The fact that NASA uses a consistent number that is NOT zero to indicate 

this missing data is hugely helpful and we will discover exactly why a little bit later on.  

http://data.giss.nasa.gov/gistemp/
http://www.cvent.com/EVENTS/Calendar/Calendar.aspx?cal=5cbbed1f-fb67-4503-a8e8-3d73644cf64d
http://www.cvent.com/EVENTS/Calendar/Calendar.aspx?cal=5cbbed1f-fb67-4503-a8e8-3d73644cf64d
http://www.exelisvis.com/Learn/Training/IDLCourseDescriptions.aspx
http://data.giss.nasa.gov/gistemp/station_data/


6. To download this data as a text file we need to return to the previous page. Right click on the 

hyperlinked text ‘monthly data as text’ and save this to some location on your local machine 

that you can easily access with a useful name such as ‘Boulder_Temp_Data.txt’ 

7. Once the file has downloaded open the file from a Windows Explorer and you should see the 

data displayed in a somewhat organized fashion in a text editor of some kind.  

8. The fact that there are column headers is going to make working with this dataset incredibly 

simple. Once we ingest this data into IDL we will be able to subscript our data array into the 

various columns of data we saw on the webpage. 

9. We will now turn our focus to IDL. Before you work with your data you should have a clear idea 

of exactly what you want to accomplish. We will go through each of these steps in-depth, but a 

general outline of what our code will accomplish is as follows.  

a. Ingest the text file using the READ_ASCII function 

b. Stored our year column and our 3-month average temperature data in separate arrays 

via array subscripting 

c. Account for the bad data value 999.9 using the IDL WHERE function and an IF, THEN 

statement 

d. Convert our data from Celsius to Fahrenheit 

e. Plot the data using the IDL PLOT function. 

10. We are going to mainly work from the IDL Console, as a major benefit of IDL is the fact that it is 

truly interactive. Working from the IDL Console allows the user to rapidly analyze and visualize 

data using one-line statements. You can quickly see results without following the typical 

edit/compile/execute model required by languages such as C and Fortran. IDL also performs well 

in the compiled mode, allowing you to create immensely complex and useful programs for 

analyzing and visualizing data.  

11. As we stated previously, our first step is to ingest our data. We need to identify the file we will 

be analyzing, this of course being the Boulder temperature file we downloaded from the NASA 

site. In IDL you can associate a file to a variable that we can then extract data from using IDL 

functions. You can associate this file in a number of ways. If you drag and drop a file from a 

windows explorer dialog into the IDL Editor Window the filepath will be listed as a string. Strings 

are a primitive data type in IDL. They’re used in storing and manipulating file names, parsing 

data in files and setting Graphics property values. Strings are created with single (’) or double (") 

quote marks, though single quote marks are recommended.  

12. In IDL you can dynamically create variables from the IDL Console and the structure type is 

created on the fly. We will title our variable ‘File’ by writing this text in front of our filepath 

string.  

13. After selecting ENTER, look at the variables tab and  see that we now have a file associated with 

our variable ‘File’. Although IDL is case insensitive it is best practice to adopt a consistent format 

so we will use all capital letters except inside strings in this training. 

14. There are many routines and programs written in IDL and shipped with the IDL installation that 

perform a wide array of functions. We are going to use the function READ_ASCII which reads 

data from an ASCII file into an IDL structure variable. This page gives more detail and examples 

of how to use the function - http://www.exelisvis.com/docs/READ_ASCII.html  

http://www.exelisvis.com/docs/READ_ASCII.html


15. This page is the Documentation Center, where you can find a massive information related to IDL, 

definitions of routines, examples, and reference information. You can copy and paste the 

examples directly into the IDL Console or the program editor window. 

16. From the console we can enter the statement DATA = READ_ASCII(FILE) which now stores the 

information contained within our text file in the structure variable ‘DATA’. 

17. Once again we can see that DATA is now included in the Variables list. 

18. We can query our variables from the console using the procedure HELP. This procedure will give 

you information on many aspects of the current session and/or variable. 

19. After typing in HELP, DATA in the console and hitting ENTER,IDL will “tell” us some information 

about the variable. The most essential information is contained on the second line of the print, 

the first text is the ‘tag’, that will allow us to access the columns contained within the structure. 

The second piece tells us that this is of float data type and the third that it is an 18 by 118 

dimension array.  

20. If we snap back to the webpage with the neatly organized data we can count the columns and 

see that we have 18 total. Before we just assume that this data transferred over perfectly we 

can query our data to see what is contained within the first column of our array, based on the 

webpage our first column should contain the years our dataset covers.  

21. We can subscript this structure by creating a new variable in our session titled ‘YEAR’, then 

query the first column of the information contained within DATA using our FIELD01 tag. IDL is a 

column –major language and is 0 based. The numbers in the square brackets in essence say, 

“give me the information in the first column, and every row in that column. The asterisk tells IDL 

to capture every elements in that row/column/ whole array. For more information on array 

subscripting view the documentation center. 

22. After creating our YEAR variable we can see what is contained within the variable by using the 

implied print functionality available in IDL. We type YEAR and select ENTER and all of the 

information contained within YEAR will be printed in the IDL Console. 

23. From this it is easy to see that our first column of data is in fact the years. We will now create 

another variable that will contain our 3 month average data for the months of March, April and 

May. This data is stored in the column with the header ‘M-A-M’, view the webpage and count 

which column that is. You should have counted it as the 15th column. Recall that IDL is a zero-

based language. Take a moment to think about how we would create a variable that contains all 

of the information from the M-A-M column. 

24. This statement will be nearly the same as the command which created our YEAR variable. 

25. At the console we enter MAM = DATA.FIELD01[14,*] 

26. We can print what is contained within MAM to then cross-check those values with the webpage. 

Our first fields should be 8.0, 8.3 and 7.9. Note the large number of bad data values represented 

by 999.9 as you scroll through the elements of MAM.  

27. We can also use array subscripting to see what the first 3 records are in our MAM variable, recall 

that we have a header in this variable, so we start on element #2.  

28. MAM[1:3] shows that our values are 8.0, 8.3 and 7.9. Great! We have the correct data.  

29. Our next step is to account for our missing/bad data values, represented by the floating point 

value 999.9. 



30. The WHERE function returns a vector that contains the one-dimensional subscripts of the 

nonzero elements of Array_Expression. We will use the WHERE function to store the indexed 

locations of where the value 999.9 is found. 

31. I = WHERE(MAM EQ 999.9, COUNT) 

32. The variable I will stored the indexed locations of where 999.9 is found in MAM. Count will 

stored the total number of times 999.9 was found in the dataset. 

33. We can then use a conditional statement to populate our indexed locations where “no data” 

was found, with the values NAN, not a number, which IDL recognizes and will subsequently 

ignore when we use this dataset with other functions such as PLOT. 

34. IF (COUNT GT 0) THEN MAM[I] = !Values.F_NAN 

35. This statement is pretty easy to work through. We state that if our count variable is greater than 

0, (we can see it is 16 in the Variables tab), then at the indexed locations of MAM, enter in NaN, 

or not a number. 

36. For more information on conditional statements check out our Getting Started with IDL manual. 

37. Let’s print what is now contained within MAM to make sure we have gotten rid of all of our bad 

data values. 

38. In the IDL Console type MAM and select ENTER. As you scroll through the dataset you should 

see that where the data previously was listed as 999.9, you now see NaN, which IDL recognizes 

as Not a Number. 

39. The next step is quite simple, converting our data from units of Celsius to units of Fahrenheit. 

40. We can change the contents of our new variable in a one-line command, but we will store the 

Fahrenheit values in a new variable and maintain our MAM variable.  

41. At the console type MAMF = (MAM * 9.0/5.0) + 32.0 

42. We have employed the basic equation used to convert Celsius values to Fahrenheit and we 

made sure to indicate we wanted our values in floating point precision, as we added .0 to each 

number in the equation. This will tell IDL that we want our data stored with floating point 

precision. 

43. If you print MAM and then MAMF to the console you will see the difference in values. Feel free 

to check the values to make sure the equation was applied properly. 

44. The next step is part of the final process, creating our plot and a labelling it appropriately. We 

will use the IDL PLOT function. In short the PLOT function draws a line plot of vector arguments. 

You can make plot windows as basic or complex as you would like. We will first start with a very 

basic visualization. The PLOT function, like all IDL functions, has some statements that are 

required, these are known as arguments, and then other attributes that can be added, known as 

keywords, and these are optional. Throughout the training we have been passing parameters to 

functions within the parentheses.  

45. The most basic plot we would want to make would simply map the years versus the 

temperature. Arguments are positional, and the first variable we pass to the PLOT function will 

be plotted on the x-axis, and the second variable will be plotted on the y-axis. 

46. P = PLOT(YEAR, MAMF) 

47. After selecting ENTER you will see a plot display using IDL Graphics. Take some quick time to 

examine the plot. This whole window basically came for “free” and we did not to identify 



window size, tick size, literally anything other than the variables we wanted to plot, this makes 

plotting a wide assortment of data types much easier. 

48. You can zoom into the window using your scroll wheel, clicking and dragging the middle mouse 

button will allow you to pan in the plot window. If you click and hold you can snap to the various 

data points.  

49. Take some time to explore the various buttons. You can fill the area underneath the data points, 

change the line color and much more. One of the most b useful features contained in the new 

graphics windows is the ‘Generate Code’ option. If you select generate code then you can save a 

.pro file that will allow you to regenerate the plot with exactly the same dimensions, colors, etc. 

If you are zoomed in to a specific portion of the plot, those dimensions are saved in the 

generated code. 

50. After exploring the plot window for a bit we can return to IDL and add much more information 

to this plot window, such as axis labels, a title background color, etc.  

51. We will enter the following code to make a more detailed plot. The dollar sign symbol inside the 

parentheses at the end of the string title will allow us to display the degree symbol on our plot.  

52. Once we have added all of our bells and whistles we can view the plot. 

53. We have filled the background of the plot window, given a symbol and an associated symbol 

thickness and color to denote each data point, as well as provide labelling of the axes and the 

title. The string contained within the parentheses inside the ytitle string allows us to display the 

degree symbol in the plot. 

54. At this point in time we have completed this computer training module. Listed here are some 

extra exercises that you can try to get more experience – experiment with the vast number of 

keywords available in the PLOT function - https://www.exelisvis.com/docs/PLOT.html , plot 

different data, and create a linear regression model to see how temperatures have changed for 

various spans of time. The last function we will show you is saving this plot to a PNG file. You 

just select the Save icon, title the file and select the desired location. You can how share your 

results to anyone, regardless of whether or not they have IDL. 

55. If you have any questions regarding this training or any of the training materials we offer, please 

view our training webpage found on harrisgeospatial.com. 

https://www.exelisvis.com/docs/PLOT.html

